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S UMMARY
Rain, and other weather-based impediments, can cause performance degradation in downstream
computer vision models. Subsiding these effects is an important area of research, as the the decisions made by various autonomous systems within vehicles are based on the performance of these
downstream models. Ideally, we could improve the information quality within rainy images such
that model performance is not affected. In this work, we explore the ability of deep convolutional
encoder-decoders to remove rain from input images. We evaluate our deraining network’s (DRN)
representational capacity, its ability to recover statistical information contained within images, and its
effect on downstream object detection and image classification models. In all three tests, our DRN
proves capable of recovering important information in images that allows for faster learning and
improved performance metrics for downstream models.
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Introduction

Weather impediments, such as rain, can cause significant loss of high-frequency information in images such as edges
and textures. This loss of precision can result in the visual phenomenons of blurriness and obfuscation. Whereas
humans have adapted to be able to perform complex tasks in rain, such as driving a motor vehicle, even small amounts
of visual noise can cause the immediate performance degradation of deep learning models [1, 2, 3]. This degradation
can be of significant concern. As an extreme example, rain may cause an autonomous vehicle to misidentify a stop sign,
resulting in a potentially unsafe situation.
To alleviate the impact of rain on our downstream computer vision tasks, we have developed a system that is capable of
removing rain from images. To accomplish this, we have trained a densely-connected convolutional encoder-decoder to
take, as input, a rainy image and to output a version of that image without rain. In our tests, we show that this deraining
network (DRN) can both improve the integrity of information within input images as well as improve the performance
of downstream modeling tasks.

2

Problem Formulation

In most of the modern research literature, it is argued that a rainy image I is composed of a layer of rain R and a base
layer B of the image that is behind the rain.
I =B+R
(1)
We can extend the above assumption with some simple logic and algebra to see that B can be recovered through
subtraction: I − R. Given this formula, it becomes clear that our goal is to train some system that can produce R
from a given I. However, this task formulation presents a significant data challenge. In the general supervised learning
framework, we have some input data X that directly pairs with some output data Y . The purpose of a neural network
θ is to learn a mapping between the input and output data, θ : X → Y . In our application, this can be framed as

θ learning to map a set of rainy images X to a set of non-rainy versions of those images Y . Of course, practically
speaking, generating this image pair is only possible within very specific, controlled environments that may not reflect
real-world conditions.
Instead, most research conducted in the arena of image deraining has relied on algorithmic methods that can generate
synthetic rain [4, 5]. Doing so allows us to take any image and generate its rainy pair. While this approach solves the
problem of data generation for training our models, we must ensure that θ can generalize to images that contain real rain.
To differentiate between the two, we created two datasets. One, Dsynthetic , contains paired images generated using
algorithmic methods from various studies such as [6]. The other, Dreal , contains images of real rain and corresponding
information about said images such as class labels and bounding boxes for common road objects such as “car”, “bus”,
and “pedestrian” [7]. In addition, we used the CURE-TSR [8, 9, 10] dataset, which contains images of various street
signs across a multitude of weather conditions of varying intensities. Dsynthetic was used to train the DRN and to
understand statistical information recovery, Dreal was used to evaluate the training behavior of downstream object
detection models, and CURE-TSR was used to observe the impact of the deraining process on classification tasks.
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Network Implementation

“Traditional” computer vision tasks involve models that take high dimensional images and produce low dimensional
outputs. For example, a standard image classification model might produce a probability distribution over classes.
However, for Equation 1 to function, our system must produce an output that is the same size as the input image. Most
modern research of this kind deals with information bottlenecking via encoder-decoder architectures [11, 12]. By
forcing the incoming data through a slim area of the network, the model is incentivized to learn important underlying
features of the input data.
In addition to the encoder-decoder structure, our network mainly exploits two key aspects of deep neural networks
for computer vision: residual learning via skip connections [13] and densely-connected convolutional layers [14].
Using skip connections, especially in deep networks, “smooths” the loss landscape, thereby leading to more stable and
convergent training [15, 16]. Also, using the one-to-many connections found in densely-connected convolutions allows
for increased parameter efficiency, improved gradient flow during backpropagation, as well as an inherent regularization
effect that reduces overfitting on small training datasets [14]. For a depiction of a densely-connected convolutional
block, see Figure 1, below.

Figure 1: Depiction of a densely-connected convolutional block from [14].
Within the network, the hidden feature maps xi produced by the ith convolution Hi are constructed by using the
concatenation of all previously produced feature maps:
xi = Hi ([x0 |...|xi−1 ])
This concatenation operation is not feasible in traditional convolutional architectures, where standard pooling operations
shrink the size of feature maps between convolutions. To overcome this, we use these dense operations within isolated
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blocks of the network and insert pooling operations between the blocks. Each block in the encoder is followed by a
MaxPooling operation [17] and each block in the decoder is followed by a MaxUnPooling operation [12] that ultimately
upsamples the feature maps back to the resolution of the original input. See Figure 2 for a depiction of the DRN.

Figure 2: Truncated depiction of the DRN and its Densely Connected Convolutional Blocks (DCCB).
For our objective function, we use the `1 pixelwise loss between the DRN’s output subtracted from a rainy image I and
its non-rainy pair Ibase across all color channels:
L(I) = ||Ibase − (I − θ(I))||1
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Evaluation

In this study, we aimed to understand a few key capabilities of the DRN: (a) the representational capacity of the network
architecture, (b) the ability of the network to recover the underlying statistical nature of the non-rainy versions of
images, and (c) the effect of the deraining process on downstream models. For all three evaluations, we trained the
DRN on Dsynthetic as described in the previous sections.
For (a), we visually evaluated the derained versions of images across varying intensities of simulated rain. Doing so
allowed us to understand the level of noise that the DRN was capable of capturing. Observing Figure 3, below, we note
that, even under extreme circumstances of obfuscation, the DRN is able to produce an output that allows us to recover a
significant amount of fine detail. This suggests that the network architecture is capable of recovering information even
in heavy rain conditions.

Figure 3: Same image with various levels of synthetic rain passed through the DRN. Input image (left column), rain
texture map produced by the DRN (middle column), recovered image (right column).
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For (b), we measured the comparative closeness of a non-rainy image with its rainy and derained counterparts by using
Structural Similarity Index Measure (SSIM) [18], Universal Quality Index (UQI) [19], and Peak Signal to Noise Ratio
(PSNR) [20] averaged across all images in Dsynthetic . These metrics capture statistical signatures such as luminance,
contrast, structure, and color. Observing Table 1, we see that the DRN can recover a significant amount of the statistical
information that is lost when rain is added to the images.
Rain added DRN-cleaned
SSIM
0.785
0.936
UQI
0.824
0.874
PSNR
27.476
36.881
Table 1: Image similarity metrics between a rainy or DRN-cleaned image and the original image. For all metrics,
higher is better. SSIM and UQI of 1 signifies identical images. The maximum value for PSNR depends on image
characteristics.

For (c), we performed two evaluations using two different types of image-based models, both meant to discover how
the DRN could potentially help downstream tasks. The first evaluation observed the impact of deraining on the training
of an object detection model, specifically looking at learning speed and convergence level. The second evaluation
observed the impact of deraining on the accuracy of an already-trained classification model.
For detection, we trained two YOLOv4 [21] networks from scratch using Dreal . One network was trained directly on
the real-rain images and the other was trained on the derained versions of these images. To track the learning progress of
these models, we measured mean average precision at a 50% intersection over union (mAP@0.5) on the entire training
set after each epoch. Each model was trained five times and each run was averaged together to achieve the final result.
Observing Figure 4, we note that the models trained on the derained images, on average, performed at least as well
throughout training relative to the models trained on the rainy images, and converged to a solution with better metrics.

Figure 4: mAP@0.5 on training dataset throughout learning. Higher is better.
For classification, we used a subset of the CURE-TSR dataset that is focused on rain in real environments. For
simplicity, we grouped the dataset’s weather intensity levels into low, medium, and high. For this task, we first trained a
convolutional network on CURE-TSR images with no weather obfuscation. To gather evaluation metrics, we measured
the classification accuracy of this model on both the rainy images as well as the derained versions of these images.
Observing Table 2, we note that, in almost every case, the classification model performed better on the derained version
of images.
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Sign type

Low
Medium
High
Derained
0.927
0.898
0.871
Speed limit
Rainy
0.887
0.852
0.788
Derained
0.730
0.688
0.779
No parking
Rainy
0.553
0.506
0.488
Derained
0.681
0.637
0.594
Bicycle X-ing
Rainy
0.552
0.506
0.442
Derained
0.810
0.797
0.678
Yield
Rainy
0.675
0.584
0.648
Derained
0.900
0.654
0.782
Stop sign
Rainy
0.900
0.769
0.744
Derained
0.711
0.597
0.443
Speed bump
Rainy
0.585
0.347
0.320
Derained
0.776
0.728
0.788
No turn
Rainy
0.720
0.623
0.683
Table 2: Classification performance on the challenging CURE-TSR dataset. Higher is better and a value of 1 indicates
perfect performance.

5

Discussion and Future Work

While the results obtained in this study show promise, there are certain limitations that deserve recognition. For one,
the evaluations performed in this work were small scale, which brings into question their generalization potential.
Ideally, we would perform these tests with much larger and more diverse datasets. Toyota is a global brand, and the
visual characteristics of street signs, vehicles, and surroundings vary significantly across geography. For the DRN to
be of global help, future training and evaluation should include images from all countries where Toyota products are
deployed.
In addition, this study is limited to a single form of weather-based obfuscation. In a real-world deployment, vision
models would be subject to a series of impediments such as fog, hail, and darkness. Evaluations (a) and (b) suggest the
DRN’s network architecture is capable of improving images in various weather conditions but this should be explicitly
tested.
Finally, the tensors that are produced in the internals of the DRN are large, which may render the current architecture
infeasible to run on compute-limited devices. It is not currently clear whether the size of the DRN is a major determining
factor in its capabilities. From this, two avenues should be investigated. First, we should experiment with shrinking the
DRN’s architecture, potentially through network pruning [22]. Second, we should evaluate the potential for reducing
the model’s compute requirements through quantization, which is an active area of academic research [23, 24].
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